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Abstract
This report discusses some trends and achievements in computational geometry during
the past five years, with emphasis on problems related to computer graphics. Furthermore,
a direction of research in computational geometry is discussed, which could help in bringing
the fields of computational geometry and computer graphics closer together.

1 Introduction

Computational geometry is the part of theoretical computer science that studies problems involv-
ing points, lines, polygons, and other geometric objects. Typical examples are the line segment
intersection problem (compute all intersections in a set of line segments in the plane) and the
convex hull problem (compute the convex hull of a set of points in two- or higher-dimensional
space). Computational geometry developed in the late seventies as an off-spring of algorithms
research. As such, it tries to determine the algorithmic complexity of geometric problems: the
asymptotic running time of algorithms is usually analyzed and expressed using O-notation, lower
bounds are proved, the combinatorial complexity of the problems is investigated, and so on. It
is one of the more popular areas of algorithms research: every major conference and journal on
theoretical computer science lists computational geometry as one of its topics, and there are sev-
eral conferences and journals devoted entirely to computational geometry. This has lead to a
rapid growth of amount of literature. Currently the on-line database of papers on computational
geometry contains around six thousand entries, of which almost two thousand were published
during the past five years. Furthermore, a number of new textbooks has appeared. Besides the
well known book by Preparata and Shamos [122] and the more mathematically oriented book by
Edelsbrunner, there are now textbooks by O’Rourke [113] and Mulmuley [108], and more books
on computational geometry or closely related topics will appear in the near future [6, 24, 32, 116].
The popularity of computational geometry has two reasons. The first reason, and perhaps
the most important one, is the beauty of the field: because of the often simple and intuitive
formulations of the problems, geometry has been appealing to mathematically oriented people
since the times of the ancient Greeks. The second reason is the wide applicability of computational
geometry: the world around us is a three-dimensional space filled with various objects, so it is
not surprising that geometric computations are fundamental in many areas. Robotics, geographic
information systems, and CAD/CAM are obvious examples. Computer graphics is another area
where geometric problems clearly play an important role: hidden surface removal, ray tracing, and
form factor computations for radiosity are examples of topics in computer graphics where geometric
algorithms and data structures are required. Even seemingly non-geometric problems can often be
interpreted geometrically. Database queries are a well-known example: items that have numerical
information associated with them can be viewed as points in some (higher-dimensional) space.
Initially most problems studied in computational geometry were two-dimensional. By the
mid-eighties most planar problems were well understood, and the attention shifted to three- and
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higher-dimensional problems. These problems turned out to be much more difficult, and their
solutions required several new techniques. During the past five years many of these techniques
have been developed. Another recent trend is towards experimental research and more practical
algorithms. This report discusses a number of the new techniques and results, with special atten-
tion to problems relevant to computer graphics. I have not tried to be complete. Several topics are
left uncovered; examples are combinatorial geometry, computational topology, and applications
of computational geometry in other areas than graphics. I have also tried to do more (and less)
than just list a large number of results. Rather than that I have described some of the results and
techniques in more detail, while omitting others, or only mentioning them briefly. This way the
reader will hopefully get a better feeling for the field. The following topics will be discussed.

We start with randomized algorithms. This type of algorithms has become very popular in
computational geometry during the last few years. One of the design paradigms for randomized
algorithms, randomized incremental construction, will be explained with case studies for two basic
geometric problems: linear programming and the computation of Voronoi diagrams. We shall also
discuss another important general technique, namely random sampling.

The shift from two- to higher-dimensional problems in computational geometry can be clearly
seen in the area of geometric data structures: in recent years two important tools, simplicial
partitions and cuttings, have been developed that form the basis of many higher-dimensional search
structures. Together with the concept of multi-level structures this yields a powerful technique for
the design of higher-dimensional data structures. This will be discussed in Section 3.

Decomposing a space or a geometric object into smaller and simpler pieces is important in
various applications. In Section 4 we will look at some decomposition techniques that have been
studied in computational geometry. In particular, we study BSP trees, meshing, and polygon
triangulation.

Some other problems that arise in computer graphics—hidden surface removal, ray shooting,
and discrepancy—are discussed in Section 6.

Robustness is a major problem in the implementation of geometric algorithms. Round-off
errors may cause programs to produce the wrong output or to crash, and often there are many
special (degenerate) cases that must be dealt with. Section 5 discusses some of the research that
has been done to handle these problems in a general way.

Section 7 discusses a direction for future research and some current initiatives to increase
the practical applicability of computational geometry. Although this section constitutes only a
small part of the report, it is at least as important as the rest. It should convince people from
areas like computer graphics that computational geometry is giving more and more attention to
practical issues, and it should encourage people from computational geometry to increase their
application oriented research. Thus it will hopefully help in bringing computational geometry and
its application areas closer together.

2 Randomized algorithms

A major trend in computational geometry—indeed, in algorithms research in general—is the use of
randomized algorithms. A randomized algorithm is an algorithm that at certain moments makes
random choices. An easy and well known example is randomized quicksort, an algorithm for sorting
a set S of n numbers: Pick a random pivot element x € S, partition S into a subset of elements
less than z and a subset of elements greater than z, and sort these two subsets recursively. If we
have bad luck, then the partitioning is very unbalanced at every step of the algorithm, leading to
quadratic time algorithm. But since we pick x at random, we expect it to be close to the median
of S. One can prove that the ezpected running time of the algorithm is O(n logn). The expectancy
in the running time has nothing to do with the distribution of the input points, it is solely with
respect to the random choices made by the algorithm. In other words, the expected running time
is O(nlogn) for every input; there are no ‘bad’ inputs, only ‘bad’ random choices made by the
algorithm. In a deterministic version of quicksort we have to use a subroutine for finding the
median of a set of n numbers in linear time, if we want to have an O(nlogn) algorithm. Such



a routine exists, but it is rather complicated. This example illustrates the power of randomized
algorithms: they are often much simpler than their deterministic counterparts, which makes them
easier to implement and often faster in practice.

Since the pioneering work of Haussler and Welzl [81], Clarkson and Shor [55], and Mulmu-
ley [104], randomized algorithm have become a major design paradigm in computational geome-
try. They have become so popular that there is now a textbook on computational geometry that
focusses on randomized algorithms [108]. In this section we will not consider very recent devel-
opments such as dynamic randomized algorithms [129, 138]. Instead, we will focus on the two
basic techniques for the design of randomized algorithms: randomized incremental construction
and random sampling. Randomized incremental algorithms are introduced through two impor-
tant geometric problems: linear programming and the computation of Voronoi diagrams. Random
sampling is explained on the basis of cuttings, a concept we will need in Section 3.

Randomized algorithms need to be able to perform certain random choices, such as picking an
element from a set at random. We therefore assume that we have a random number generator
available, which, given an integer n, can produce a random integer in the range 1---n in constant
time. Theoretically this is perhaps not very satisfactory, since random number generators are not
truly random. In practice, however, this is a reasonable assumption. (Chapter 10 of Mulmuley’s
textbook [108] discusses discusses these issues in detail.)

2.1 Linear programming

Linear programming is one of the classical optimization problems. In a linear programming prob-
lem one wants to minimize a linear cost function ¢ : R® — R subject to n linear constraints. It
can be formulated as follows:

Minimize ¢121 + oo+ -+ + c4Z4

Subject to by 121 +---+'b1,d$d < bra1
b2az1 + - +b24%a < b2ay1

bn,lwl +-- 4+ bn,dxd < bn,d+1

where the ¢; and b; ; are real numbers, which form the input to the problem.

The constraints in a linear programming problem are
half-spaces in d-dimensional space. Hence, the feasible re-
gion of a linear programming problem—the region where
all constraints are satisfied—is the intersection of n half-
spaces and thus a convex polytope. This means that we
are looking for a point in the polytope that is extreme
in a direction specified by the cost function. Fig. 1 illus-
trates this in the plane. The half-planes are indicated by
A\ their bounding lines and a hatched pattern to specify on
solution which side of their bounding line they lie.
In many applications the dimension d of the problem,
Figure 1: Two-dimensional linear pro- that is, the number of variables, is quite large; most of
gramming. the traditional approaches consider this situation. Nev-
ertheless, there are also cases where the dimension is a
small constant, say two or three. This setting has been studied extensively in computational geom-
etry. Already in the early 1980s Megiddo [97, 98] and Dyer [65] showed that linear programming
can be done in O(n) time when d is a constant. Unfortunately, their algorithms were quite com-
plicated, and the dependency of the running time on d, which is hidden in the O-notation when
d is assumed to be a constant, was doubly exponential. Randomization turned out to be a key




factor in improving these results: in recent years, new randomized linear programming algorithms
have been developed, which are much simpler than the algorithms of Megiddo and Dyer and have
a better dependency on d, while still being linear in n [54, 66, 95, 131, 133]. We shall describe the
algorithm by Seidel [131].

A simple randomized algorithm. Consider the two-dimensional linear programming problem.
Through a linear transformation we can ensure that the cost function we want to minimize is the
function ¢ : (z1,22) — 2. Thus we want to find a lowest point in the feasible region. Let H be the
set of half-spaces representing the constraints of the problem. We add two additional constraints
z1 2 0 and 72 > 0, so that we know that the solution will be bounded. (This restriction is
not essential but simplifies the presentation.) These additional half-planes are denoted hy and
hi, respectively. To make the solution unique we shall look for the leftmost lowest point in the
feasible region.

The algorithm we describe follows the basic paradigm called randomized incremental construc-
tion: we treat the half-planes one by one in random order, meanwhile maintaining the optimal
solution with respect to the current set of half-planes. Let ha,...,h,41 be a random permutation
of the set H of half-planes. (We used ho and h; for the additional constraints z; > 0 and z» > 0.)
Let v; denote the solution of the problem after inserting the i-th half-plane, that is, v; is the point
that minimizes the cost function subject to the constraints ho up to h;. Note that v; is a vertex of
the convex polygon defined by {ho,...,h;}. We call v; the optimal vertez of the current polygon.
To deal with the next half-plane h;;, we must compute the new optimal vertex v;y1. If v; € h;y;

(@) bk (b)  hy
h3 hs
N
hy Vs hi
/ b
Vo = V3

Figure 2: The two cases when adding the next half-plane.

then this is easy: the optimal vertex does not change. This is illustrated in Fig. 2(a); adding hs
does not change the solution. But it can also happen, as with the addition of h4 in Fig. 2(b), that
hiy1 cuts off v;, in which case we must find a new optimal vertex. This new optimal vertex must
lie on the line £;;; that bounds h;;:. Hence, we can find it by considering the intersections of the
half-planes hy, ..., h; with £;;,. More precisely, we can find it by solving a one-dimensional linear
program on £;11, where we wish to find a lowest point on ¢; subject to the constraints h; N ¢;,
with 0 < j < ¢. One-dimensional linear programming is quite easy to do in linear time. We now
summarize the algorithm in pseudo-code:



2DLINEARPROGRAMMING

Input: A set H of n half-planes in R2.

Output: The leftmost lowest point in the region ((VH) N {z1 = 0} N {z2 > 0}.

1. Let ho =1 = 0 and let hl =T > 0.

2. Let v; := (0,0).

3. Compute a random permutation hg,...,,+1 of the half-planes in H.

4. fori:=2ton+1

5. doifv;_1 €h;

6 then v; := v;_

7 else Solve a one-dimensional linear program on the line bounding h;
with constraints defined by ho,...,h;—1.

8. if this one-dimensional linear program has a solution v*
9. then v; := v*
10. else report that the linear program is infeasible and quit.

11. Report v,4+1 as the solution to the linear program.

What is the running time of this algorithm? Let’s start with step 3 of the algorithm: the generation
of a random permutation of the set of input constraints. Under the assumption that we can
generate random numbers in constant time, this takes only O(n) time. Now consider the amount
of work we have to do when we treat a half-plane h;. If v,_; € h; then we only have to do O(1)
work. If we have bad luck, however, v;_; € h;. In this case we have to solve a one-dimensional
linear program with ¢ + 1 constraints (this includes the two extra constraints we added), which
takes O(7) time. Hence,

O(1) ifvi_1 €hy
O(Z) if v, ¢ h;

Which of these two cases occurs depends on the random order that we generated in step 3: for
some random orders we will be lucky, and for other we won’t. So let’s look at the expected time
that we spend to treat h;. Thus we are interested in

Eltime to treat h;] = Prv;—1 € h;] - O(1) + Prfvi_y € hi] - O(3),

where E[X] denotes the expected value of the random variable X, and Pr[Y] denotes the probability

-of the event Y. It is important to realize that the expectation here is with respect to the random
permutation generated in step 3; it has nothing to do with the geometric distribution of the
constraints.

What is the probability that v;—; & h;? Recall that the optimal solution is a vertex of the
polygon defined by the constraints. In other words, it is the intersection of the boundary lines
of two constraints. When v;—; ¢ h;, then the new optimum is computed with a one-dimensional
linear program on the line bounding h,. This implies that the line bounding h; is one of the two
lines defining the new optimal vertex. This observation allows us to apply a trick called backwards
analysis to bound Pr[v;_, € h;]. Consider the situation after h; has been treated. The optimal
vertex is now defined by two half-planes. The case v;_; & h; can only have occurred when h; was
one of these two half-planes. Since the order of the half-planes hs, ..., h; is random, the probability
that h; is one of the two ‘special’ half-planes is only O(1/7). Hence, the expected amount of time

we spend to treat h; is O(1), and the total expected time for the linear programming algorithm is
O(n).

The generalization of the algorithm to linear programming in R for d > 2 is straightforward:
the main difference is that we now need to solve a (d — 1)-dimensional linear program when
v;—1 & h;. (Another, minor difference is that we now need to add d additional constraints, namely
zj 2 0for 1 < j < d, instead of two.) The (d — 1)-dimensional linear program is solved recursively
with the same algorithm. This leads to a running time of O(d!n), which is linear in n for any
constant d. Note, however, that the dependency on d makes that the algorithm is efficient only
when d is a small constant. There are other randomized algorithm that have a better dependency
on d [54, 95].

time to treat h; = {



Smallest enclosing balls. In several applications it is useful to compute a bounding volume
for a set of objects. Usually the bounding volume should have a simple shape, contain all the
objects, and be as small as possible.

A well known example is to compute the smallest disc containing a set of
points in the plane, or the smallest ball containing a set of points in three-
dimensional space. (Notice that the smallest ball containing a set of poly-
hedral objects in three-dimensional space can be found by computing the
smallest enclosing ball for the vertices of the objects.) This is clearly an op-
timization problem: the points define the constraints and the function to be
optimized is the radius of the enclosing disc or ball. Although the problem
is similar to a linear programming problem, it is slightly different. Neverthe-
less, Welzl [141] showed that the smallest enclosing ball can be computed in
linear time with a randomized algorithm. The algorithm is quite simple and
experiments show that it performs well in practice. It turns out that there
is a whole class of optimization problems that can be solved in linear time
with a simple randomized algorithm. Sharir and Welzl [133] presented such an algorithm in an ab-
stract framework. Among the problems to which their framework applies are linear programming,
convex programming, and computing smallest enclosing balls or ellipsoids. When the dimension
is bounded, all these problems can be solved in linear time. When the dimension is large the
algorithm also turns out to be quite efficient, as experiments and the analysis of Matousek et
al. [95] show.

Figure 3: A small-
est enclosing ball
of a set of points.

2.2 Voronoi diagrams and Delaunay triangulations

Let S = {p1,p2,-..,Pn} be a set of n points in R*. We call these points sites. We denote the
Euclidean distance between two points ¢ and r in R? by dist(q, 7). The Voronoi diagram of S is
the subdivision of R? into n cells, one per site in S, with the property that a point ¢ lies in the
cell corresponding to a site p; € S if and only if dist(g, p;) < dist(g,p;) for each p; € S with j # 1.
In other words, the cell of a site p; contains all points for which p; is the closest site. The edges

Figure 4: The Voronoi diagram and Delaunay triangulation of a set of points in the plane.

of the Voronoi diagram are formed by the points with two closest sites, and the vertices are the

points with three or more closest sites. This is illustrated in Fig. 4, where the the Voronoi diagram
of the points is shown solid.



Consider the dual graph of the Voronoi diagram. The nodes in this graph are the sites in 5,
and two sites are connected by an arc if and only if their cells in the Voronoi diagram are adjacent.
In Fig. 4 the dual graph is shown dotted. Surprisingly, this graph is always a triangulation of the
convex hull of the set S. (In fact, this is not entirely true: in degenerate situations some of the
faces of this graph can be convex k-gons for £ > 3. But in such cases we can complete the graph
into a triangulation by adding extra edges.) This dual graph is called the Delaunay triangulation
of the set S. It has a number of nice properties. For instance, the circumscribing circle of any
triangle in the Delaunay triangulation does not contain any site of S in its interior. The reverse is
true as well: any triple of sites whose circumscribing circle has an empty interior forms a triangle
in the Delaunay triangulation. (Again, this property should be formulated a little more carefully
in degenerate cases.) This implies that the angles of the triangles are not too smali. In fact, it
can be shown that the Delaunay triangulation maximizes the minimal angle in the triangulation
over all possible triangulations of S [67].

Voronoi diagrams and Delaunay triangulations have been studied for a long time; the concept
already appeared in Descartes’s treatment of cosmic fragmentation in Part IIT of his Principia
Philosophiae, published in 1644. Over the years Voronoi diagrams have been used and studied
in many different areas, especially in computational geometry. There are many interesting gener-
alizations of Voronoi diagrams: one can consider other metrics than the Euclidean metric, other
sites than point sites, and so on. It is beyond the scope of this paper to give an extensive survey of
Voronoi diagrams; interested readers should consult the book by Okabe et al. [112] or the survey
paper by Aurenhammer [9]. We only consider Voronoi diagrams of sets of points in the plane.

Computing Voronoi diagrams and Delaunay triangulations. The first optimal O(nlogn)
time algorithm to compute the Voronoi diagram of a set of n point sites in the plane was a rather
complicated divide-and-conquer algorithm by Shamos and Hoey [132]. Since then many other
algorithms have been developed. To illustrate the power of randomized algorithms, we describe a
simple yet optimal randomized algorithm due to Guibas et al. [78].

The algorithm constructs the Delaunay triangulation of the set S. From this one can easily
compute the Voronoi diagram of S in linear time, if needed. As for linear programming, we use
the randomized incremental approach. Thus we insert the sites in S in a random order, and we
maintain the Delaunay triangulation. The insertion of a site p; is done as follows. First, we locate
the triangle in the current triangulation that contains p;. We connect p; to the three vertices of

(a) (b)

S =

2 ad

Figure 5: Updating the Delaunay triangulation after the insertion of a point.

this new triangle, as in Fig. 5(a). We now have a valid triangulation of the current point set,
but this need not be the Delaunay triangulation. To remedy this situation we use edge-flipping:
Consider an edge e of the triangulation, and let A; and Ay be the two adjacent triangles. Suppose
that the triangles A; and A, together form a convex quadrilateral Q. The edge e is one of the two
diagonals of Q. If we replace e by the other diagonal e/, then we still have a valid triangulation.
We call this operation an edge-flip. It turns out that we can always turn the triangulation we
have obtained after the insertion of p; into the Delaunay triangulation by performing a number of
edge-flips. In Fig. 5(a), for instance, we have to flip one edge to get the Delaunay triangulation



of Fig. 5(b); the edge that is being flipped and its replacement are shown in bold. The algorithm
can be summarized as follows.

DELAUNAYTRIANGULATION

Input: A set S of n point sites in R2.

Output: The Delaunay triangulation of S.

1. Let Ap be a large triangle that contains al points in S.

2. Compute a random permutation ps,...,p, of the points in S.

3. fori:=1ton

4. do Find the triangle A in the current triangulation that contains p;.

5 Replace A by three new triangles by connecting p; to the vertices of A.

6 Turn the new triangulation into a Delaunay triangulation by edge-flipping,.

The simple procedure to find out which edge-flips to perform is described in detail by Guibas et
al. [78]. The only thing we have swept under the rug so far is step 4 of the algorithm, where
we have to locate the triangle that contains p;. Of course we could simply check all triangles,
but this would lead to a quadratic algorithm. (This shows that one still has to be careful when
designing randomized algorithms; doing one step the wrong way may destroy the efficiency of the
algorithm.) Instead, we use a concept called the history graph, or I-DAG. This is a directed acyclic
graph that records the history of the construction. Initially the graph consists of one node, which
represents the triangle Ay that contains all the points in .S. Whenever the triangulation changes,
we create a new node for each of the new triangles that appear. This way every triangle that was
ever created during the course of the algorithm will correspond to a node in the history graph.
The triangles in the current triangulation correspond to the leaf nodes in the history graph. The
idea is that we can locate the triangle in the current triangulation containing a point p; by walking
down the history graph until we reach the leaf corresponding to this triangle. To understand how
this works, consider the insertion of a point p;. The first thing we did was to replace the triangle
A containing p; with three new triangles. This change is reflected in the history graph by creating
three new leaf nodes, which get incoming pointers from the node that represented A. Next we
started the edge-flipping procedure. An edge-flip is reflected in the graph by creating two new
leaf nodes corresponding to the two new triangles that are created; these leaf nodes get incoming
arcs from the two disappearing triangles. Hence, whenever a triangle disappears it has outgoing
arcs to the (three or two) new triangles that intersect it. Fig. 6 shows again the changes made

YEETE %

Figure 6: Changes in the history graph due to an insertion.

in Fig. 5, and how these changes are reflected in the history graph. This means that we can
locate the triangle containing a point p; as follows. We start the search at the root of the history



graph, which corresponds to the initial triangle Ag. Clearly this triangle contains p;. The root
has three children in the history graph, corresponding to the three triangles that replaced Ay after
the insertion of p;. We simply test each of these three triangles to see which one contains p; and
we descend to the corresponding child node. This node has again a number of children (two or
three); we test the corresponding triangles to see which one contains p; and we descend to the
corresponding child node. This process is repeated until we reach a leaf of the history graph. The
triangle corresponding to this leaf is the triangle of the current triangle that contains p;. This
finishes our sketch of the algorithm.

The running time of the algorithm depends on the random permutation generated in step 2:
for some permutations we create more triangles during the construction process than for other
permutations, and for some permutations walking down the history graph will take more time
than for others. But it can be shown that the ezpected number of triangles ever created is O(n),
and that the ezpected running time is O(nlogn). Asin all randomized algorithms, the expectation
in the bounds has nothing to do with the distribution of the input points, but it is with respect
the random permutation.

We used the history graph in the algorithm above to locate the next point to be inserted or, in
other words, to locate the place where the Delaunay triangulation had to be changed. A similar
approach works for many problems. Boissonnat et al. [31] describe the use of history graphs in
combination with randomized incremental construction in an abstract framework. Among the
applications where randomized incremental construction leads to simple and optimal algorithms
are the computation of convex hulls {55, 131] and computing all intersections in a set of line
segments or curves in the plane [55, 104, 106]. It is interesting to note that until recently [38]
there was no optimal deterministic algorithm for convex hulls in dimensions greater than three.
Also for the problem of computing the intersections in a set of curves in the plane an optimal
deterministic algorithm was found only very recently [11]. Thus randomized algorithms are not
only often simpler than their deterministic counterparts, they can also be asymptotically more
efficient.

2.3 Random sampling

The two examples that we gave above were both based on the randomized incremental construction
paradigm: the input objects were treated one by one in random order, and the ‘solution’ to the
problem was updated every time. Randomization can also help in divide-and-conquer algorithms.

In randomized divide-and-conquer algorithms a randomly selected subset of the input objects
is used to do the divide-step. We already saw an example of this in the introduction to this section,
when we selected a random pivot element to do the divide-step in randomized quicksort. Here we
shall describe a more geometric application of random sampling, which we will need in the next
chapter.

Let L be a set of n lines in the plane. Suppose that we want to partition the plane into a small
number of simple regions, triangles for instance, such that each region is intersected by only
a quarter of the lines in L. More generally, given some parameter 7 we want to partition the
plane into triangles, some of which may be unbounded, such that the interior of each triangle is
intersected by at most n/r lines. Such a partition is called a (1/7)-cutting. The goal is to find a
(1/7)-cutting consisting of as few triangles as possible.

Clarkson [53] showed that random sampling provides a very simple way of constructing such
a cutting: we simply take a random sample R of the lines in L, and triangulate the faces of the
arrangement induced by R. Fig. 7 illustrates this; the solid lines are the lines in the random
sample, the dotted lines the remaining lines, and the dashed segments are added to triangulate
the sample arrangement. Before we discuss how large we must choose the sample set R, let’s try
to understand why such a random sampling approach could work. The reason is that the interiors
of the triangles we have created are intersected by none of the lines in R; since R is a random
sample of L, this is good evidence that the triangles are likely to be intersected by only few of



Figure 7: Constructing a cutting by random sampling.

the lines in L. It turns out that there is a constant ¢ (independent of r) such that if we choose
crlogr lines at random, then the triangles that we create are expected to be intersected by at
most n/r lines from L. More precisely, the probability that there is a triangle intersected by more
than n/r lines is less than 1/2. To construct a (1/r)-cutting we thus choose a random sample of
size cr logr and triangulate its arrangement. Then we check every triangle to see if it intersected
by more than n/r lines. If there is such a triangle, we forget the current sample and try another
one, and so on, until we succeed in finding a (1/r)-cutting. Because the probability that we have
to try again is less than 1/2 at each step, we expect to find a good sample in a few steps. Because
the arrangement induced by crlogr lines has O(r? log? ) complexity, we will find a cutting of
consisting of O(r? log” r) triangles. Using a two-level sampling strategy it is possible to construct
a cutting that consist of only O(r?) triangles [43].

Notice that the number of intersections inside any of the triangles is O(n?/r?), because any
triangle is intersected by at most n/r lines. On the other hand, the total number of intersections
among the lines in L is (n?). This implies that we need at least Q(r2) triangles in a (1/7)-cutting,
so the result that can be obtained using the two-level sampling strategy is optimal.

The same approach works to construct cuttings in higher dimensions. There are also deter-
ministic algorithms to construct cuttings [37, 91, 90] but these algorithms are more complicated
than the randomized algorithms.

3 Geometric data structures

The design of data structures has always been an important topic in algorithms research. It is
therefore not surprising that geometric data structures have received a lot of attention in compu-
tational geometry. Traditionally, geometric data structures dealt mostly with orthogonal objects.
Examples of such data structures are range trees and segment trees [99, 114, 122]. There were
also data structures for non-orthogonal objects, but their worst-case behavior was not very satis-
factory. In recent years new tools have been developed, cuttings and simplicial partitions, which
can be used as a basis for data structures dealing with non-orthogonal objects. It turns out that
the asymptotic performance of these data structures is (close to) optimal. Another nice aspect of
the data structures is that they can be used to construct multi-level data structures that can solve
queries composed of a number of ‘sub-queries’. In this section we sketch how these data structures
are designed. Readers who want to know more details should consult the survey by Matousek [94].
Although problems in three- and higher-dimensional spaces can also be tackled, we shall explain
the principles on the basis of two-dimensional data structures.
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3.1 Triangular range searching

In a range searching problem we are given a set of objects that we want to store in a data structure
such that the objects intersecting a query region can be found quickly. Range queries, also called
windowing queries, have many applications in graphics, geographic information systems, and other
areas. In this section we mainly consider triangular range searching, where the objects are points
in the plane and the query region is a triangle.

Data structures with linear space. The general idea behind the data structure we shall
describe is simple and well known. We partition the plane into a number of simple regions, for
example triangles or squares. With each region we store the points lying inside it.

Let A be the query triangle. If a region is fully contained in A then
we know that any point inside that region must also lie inside A, so
we can report all points in the region. Similarly, if a region is fully
disjoint from A, then we can ignore all the points in the region. The
only difficult regions are the ones that are only partially inside A:
points inside such regions may or may not be inside A. We say
that such a region is crossed by A. Fig. 8 gives a simple example;
the white cells are outside A and can be ignored, the dark gray
cell is inside A and all points inside it can be reported, and the
light grey cells are crossed by A and need further treatment. We
can test all the points inside the crossed regions explicitly, but it
Figure 8: A simple range is better to treat them recursively. Thus each region is partitioned
searching structure. into subregions. If we find that A crosses a region, then we check

its subregions, and so on. (This is not shown in Fig. 8) This
approach gives rise to a tree whose nodes correspond to regions of the plane. The children of a node
correspond to the subregions into which a region is partitioned. Quad trees and kd-trees [126, 127)
are examples of data structures that work according to this principle.

The efficiency of this approach depends on the number of subregions that we have to visit or,
more precisely, on the total number of points in these regions. Thus we want to find a partitioning
of the plane such that for any query triangle the total number of points in the crossed regions is
small. It turns out that kd-tree or quad tree partitionings give no good worst-case bound on the
number of points in the crossed regions; because they only use horizontal and vertical lines in the
partitioning they are not flexible enough. Hence, these structures have no good worst-case query
time for triangular range searching. Partition trees, which we describe next, do better.

Let P be a set of n points in the plane. A simplicial partition for P is a collection of pairs
{(P1,t1),...,(Pr,t,)}, where the P,’s are disjoint subsets of P whose union is P, and t; is a triangle
containing P;. The subsets P; are called classes.! We call r, the number of triangles, the size of the
simplicial partition. Fig. 9 gives an example of a simplicial partition of size five; different shades
of grey are used to indicate the different classes. The dotted triangles form a recursively computed
simplicial partition for one of the classes of the initial simplicial partition. A range searching data
structure based on simplicial partitions, called a partition tree, is constructed as follows. The root
of the partition tree corresponds to the whole plane. We construct a simplicial partition of size 7
for the set P, for some (large enough) constant r. Each triangle ¢; in the partition corresponds
to a child of the root. This child is the root of a recursively defined structure on the class P;. If
P; contains only one point, then the child corresponding to P; is a leaf node where the point is
stored—see Fig. 9. A partition tree has n leaves (one per point in P), which implies that it uses
O(n) storage.

A query with a triangle A is performed by walking down the partition tree in the way described
earlier. Thus we test the triangle corresponding to each of the children of the root of the tree.

! This definition is slightly more general than what we used before: we do not require the triangles of the partition
to be disjoint, nor do we require them to cover the whole plane. Because the triangles can intersect, a point could
lie in more than one triangle. Still, such a point is a member of only one class.
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Figure 9: A simplicial partition and the corresponding tree.

If the triangle of a node v is completely inside A we can report all points stored in the leaves of
the subtree corresponding to v, if the triangle is disjoint from A we can ignore the subtree, and if
the triangle is crossed we visit the subtree recursively. As stated earlier, the query time depends
on the crossing number of A, that is, the number of triangles of the simplicial partition crossed
by A, and on the number of points in them. Matousek [92] showed how to construct a simplicial
partition such that any query triangle crosses O(y/7) triangles of the partition. Each of the classes
in his partition contains at most 2n/r points; hence, the partition is nicely balanced. Using this
result one can construct partition trees whose query time is O(nl/2t¢ 4 k), where ¢ is a small
constant (in fact, ¢ can be made arbitrarily small) and k is the number of reported points. Using
some additional tricks the query time can be improved to O(y/n + k) [93].

The data structure can not only be used to report the points in a query triangle, it can also
count the number of points without explicitly listing them. The query time for such range counting
queries is O(n'/?*¢); again, this can be improved slightly to O(y/m). This is very close to optimal:
Chazelle [35] proved that any data structure for triangular range counting that uses O(n) storage
must have Q(y/n) query time. The lower bound for range reporting is almost the same [47], so the
structure is almost optimal for range reporting as well.

Data structures with logarithmic query time. The query time of the partition trees de-
scribed above is O(nl/2*¢ + k), which is perhaps not what one would hope for. A better query time
can be obtained if one is willing to use more storage. We briefly indicate how this can be achieved.
Instead of triangular range searching, we will consider half-plane range searching, where the query
region is not a triangle, but a half-plane; in the next section we shall see how the data structure
for half-plane range queries can serve as the basis for a structure for triangular range queries. So
we want to store the set P in a data structure such that the points in P above (or below) a query
line can be reported quickly. Using dualization [67] we can reverse the roles of points and lines,
that is, we can transform the half-plane range searching problem to the following problem: store
a set L of n lines in a data structure such that the lines above (or below) a query point can be
reported quickly. This dual version of the problem can be attacked using cuttings, a concept we
saw in the previous section. Recall that a (1/r)-cutting of a set of n lines is a partitioning of the
plane into triangles (here the triangles must be disjoint and cover the whole plane) such that any
triangle is intersected by at most n/r lines. Suppose that we have a (1/r)-cutting for our set L
of lines. Consider a triangle ¢ in the cutting. We can classify each of the lines in L with respect
to t into a class L*(¢) of lines that lie above ¢, a class L~(t) of lines that lie below ¢, and a class
L*(t) of lines that intersect t. Suppose that we want to report all lines above a query point g,
and suppose that g lies in the triangle t. Then we can report all the lines in L*(¢), and ignore
all the lines in L™ (t). Thus we only have to worry about the lines in L*(t), of which there are
at most n/r. These lines are treated recursively. This way we get a structure that is very similar
to a partition tree. Because the query point lies in only one triangle of the cutting, we only have
to recurse into one subtree. Hence, we get O(logn + k) query time, where k is the number of
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reported lines. On the other hand, the lines—which are now the data objects—intersect many
triangles of the cutting. Hence, a line is stored in several subtrees. This means that the amount
of storage is no longer linear. One can show that the amount of storage becomes O(n?*¢), where
€ is a positive constant that can be made arbitrarily small. A slightly better bound is achieved by
Matousek [93].

Again, the data structure can also be used for range counting. The result for range counting
is close to optimal, because there is an Q(n?/log® n) lower bound on the amount of storage of any
data structure for haif-plane range counting with O(logn) query time [35]. It is interesting that a
much better solution can be obtained for half-plane range reporting: Chazelle et al. [46] showed
that one can achieve O(logn + k) query time using only linear storage. With this structure it
is not possible, however, to do range counting without explicitly listing all the points, nor is it
possible to extend the structure to triangular range searching.

Trade-offs and higher dimensional results. We saw two data structures for triangular range
searching: one using linear storage with O(n!/2t¢) query time, and one using O(n?*¢) storage with
O(logn) query time. (Actually, the latter structure was described for half-plane range searching,
but it can be extended to triangular range searching, as explained later.) It turns out to be
possible to construct structures whose performance lies between these two extremes: for any
m with n < m < n? there is a data structure that uses O(m) storage and has O(n!*¢/\/m)
storage [48].

It is also possible to generalize the results to simplez range searching in higher-dimensional
spaces: it is possible to report the points inside a query simplex in R? in O(n!~1/¢ 4+ k) time
with a data structure that uses O(n) storage [93], or to report the points in O(logn + k) time
with a data structure that uses O(n¢*¢) storage [48]. Trade-offs are possible as well. Notice
that the performance of the data structure deteriorates quickly when the dimension gets higher.
Unfortunately this cannot be unavoided, as follows from the lower bounds proved by Chazelle [35].

3.2 Multi-level data structures

Multi-level data structures solve queries that are composed of several ‘sub-queries’. An example
of such a composed query is rectangular range searching on a set of points in the plane: report
the points inside a rectangular window W = [z; : z2] X [y1 : y2]. This query is composed of two
sub-queries, one on z-coordinate and one on y-coordinate. In general, we want to report objects
that satisfy a number of restrictions simultaneously. Each level of the data structure is used to
select those objects that satisfy one of the restrictions. The levels work together in such a way
that finally all objects are selected that satisfy all restrictions. In the rectangular range searching
example, we would need a two-level data structure; the first level selects those points whose z-
coordinate lies in the range [z, : z2], and the second level selects out of those points the ones
whose y-coordinate lies in the range [y; : y2]. For rectangular range searching this leads to a data
structure called a range tree [122]. We now sketch the technique in a general framework.

Let S be a set of objects, and let Q be a family of query objects. In our running example,
rectangular range searching, S is a set of points in the plane and Q is the infinite family of all
possible axis-parallel rectangles in the plane. Suppose that for an object s € S and a query object
q € Q there are two predicates Pi(s,q) and Pa(s,q). In the example we have

Pl((pzap‘y)’[xl 2.’122] X [yl i:'lz]) == (xl <p: < .’L‘2)

and

P2((Pm,Py)a [z :x2] X [y1 !yz]) == (y1 < Dy € y2).
Our goal is to report those objects that satisfy P;(s,q) and P,(s,q). Let’s assume for the moment
that we have a large pool of data structures available for various subsets of . These data structures

should be able to report objects satisfying the second predicate. We call these data structures
second-level data structures, and we call the subsets for which they are constructed canonical
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subsets. In our example, the second-level data structures must be able to report points whose
y-coordinate lies in a query range; a binary search tree can be used to report those points in
logarithmic time, plus additional time that is linear in the number of reported points. Let the

second-level data structures be numbered D;,Ds,... and denote the canonical subset of S for
which D; is constructed by S;. Suppose that, by some magic procedure, we could select a number
of data structures D;,, D;,, ..., D;,, from our pool such that the canonical subsets Sj,, S},,...,S;..

are pairwise disjoint and their union contains exactly those objects that satisfy the first predicate.
Then we can query each of these data structures and report the objects satisfying the second
predicate. Because the objects in the selected data structures are exactly the ones satisfying the
first predicate this will solve our composed query. If the number of selected data structures is
small, then the total query time will be reasonable. But how do we get such a magic pool of data
structures? This is often possible if we have a data structure, the first-level data structure, that
can report points satisfying the first predicate.

In our example, the objects are points in the plane, and
the first predicate for a point p is z; < p, < z2, where
z; and z, are query values. Such a one-dimensional range
query can be answered in O(logn) time with a balanced
binary search tree on the z-coordinates of the points; the
points whose z-coordinate lies in the correct range lie in
between the leaves where the search paths to z; and z,
end—see Fig. 10. Notice that the points are exactly the
leaves of a logarithmic number of subtrees of the search
tree; in Fig. 10 these subtrees are shown grey. Define the
canonical subset of a node v in the tree to be the subset
of points in S stored in the leaves of the subtree rooted at
v. The observation we just made can now be restated as
follows: there are O{logn) nodes whose canonical subsets
exactly contain the points whose z-coordinates lie in the
correct range. So if we have for each node of the search
tree a pointer to a data structure on its canonical subset
that can report points satisfying the second predicate, then we have our pool of data structures.
Notice that the number of second-level data structures that we have to query is only O(logn).
It follows that the total query time to report the points inside an axis-parallel query window is
O(log® n + k), where k is the number of reported points. (Using a technique called fractional
cascading [44, 45] this can be reduced to O(logn + k).) It seems at first sight that the data
structure uses a lot of storage, because there is a linear number of second-level data structures—
one per node in the first-level tree. Fortunately, many of the second-level data structures contain
only a small number of points. More precisely, the second-level data structures associated with
all the nodes on one level together only contain O(n) points. This implies that the total amount
of storage used by all second-level data structures is O(nlogn). In general, the amount of storage
used by multi-level data structures is kept small because there are not too many large canonical
subsets.

Figure 10: The points with z-
coordinates between z; and z; lie in
O(logn) subtrees.

Let’s consider one more example. The objects are lines in the plane, and the first predicate is
that the points should lie above a query point. We do not specify what the second predicate is,
but we assume we can construct a data structure for it. How do we define our pool of second-level
data structures? As before, we use a data structure for reporting the points satisfying the first
predicate for this purpose. In the previous subsection we saw a data structure for reporting the
points above a query line. This structure was based on cuttings; each node v in the structure
corresponds to a triangle £, in a cutting. Our pool will contain a second-level data structure for
each node v, built for the set L*(t,) of lines that lie above %,.

We promised earlier that the data structure for half-plane range queries can be used to answer
triangular range searching. Here is how it is done. A point lies inside a triangle if and only if it
lies on a certain side of each of the three lines through the edges of the triangle. Hence, we wish
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to report the points satisfying three restrictions. Each restriction states that the data point must
lie on a specified side of a query line. If we exchange the roles of points and lines by applying a
duality transform, then each of the restrictions states that the data line must lie on a specified side
of a query point. We can answer such a query with a three-level data structure, where each level
is a structure based on cuttings. This will lead to a data structure with O(log® n + k) query time
that uses O(n?*¢) storage. By applying an extra trick, the query time reduces to O(logn + k) [48].

Multi-level data structuring is now a standard tool in computational geometry. Basically, any
query that is composed of a constant number of sub-queries that are half-space range queries in
some two-, three-, or higher-dimensional space can be answered with a multi-level data structure.
The efficiency of the multi-level data structure depends mainly on the dimension of the half-space -
queries. Van Kreveld [87] presents the theory of multi-level data structures in a general way and
gives many sophisticated applications. Matoudek’s survey [94] also discusses multi-level structures.

4 Decomposition techniques

Divide-and-conquer is a technique that has proved useful for a variety of problems. In a geometric
setting the divide-step is often performed by decomposing the space into regions. For a number of
different cases algorithms have been developed to perform the decomposition step. In this section
we discuss the new results that have been obtained in this area. We shall concentrate our attention
on BSP trees, meshing algorithm, and polygon triangulation.

4.1 BSP trees

A binary space partition, or BSP, for a set of objects in d-dimensional space is obtained by
recursively splitting the space with a hyperplane until there is only one (fragment of) an object
left in each cell of the partitioning. Fig. 11 shows a BSP for a set of objects in the plane: first the
plane is partitioned with £;, then we split the half-plane above ¢; with ¢5 and the half-plane below
¢, with /3, and so on. The splitting lines not only partition the plane, they may also cut objects
into fragments. The splitting continues until there is only one fragment left in the interior of each
region.? This process is naturally modeled as a binary tree. Each leaf of this tree corresponds

ez 131

L3

Figure 11: A binary space partition and the corresponding tree.

to a face of the final subdivision; the object fragment that lies in the face (that is, a completely
description of the fragment) is stored at the leaf. Each internal node corresponds to a splitting

2This implies that the objects must have disjoint interiors, since otherwise it is not possible to obtain a parti-
tioning with only one object per cell. If one wants to allow intersecting objects then the definition of the BSP has
to be adapted. We assume in this section that the objects have disjoint interiors.
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line; this line is stored at the node. When there are one-dimensional objects (line segments) in the
scene then objects could be contained in a splitting line; in that case the corresponding internal
node stores these objects in a list.

Formally, a binary space partition tree, or BSP tree, for a set S of objects in d-dimensional
space is a binary tree 7 with the following properties. Let |S| denote the cardinality of the set S.

e If |S| £ 1 then 7T is a leaf; the object fragment in S (if it exists) is stored explicitly at this
leaf.

e If |S| > 1 then the root v of 7 stores a hyperplane h,, together with the set of objects
that are fully contained in h,. The left child of v is the root of a BSP tree 7 for the set
St :={h} Nns:se S}, where h} is the region above h,. The right child of v is the root of
a BSP tree 7~ for the set S~ := {h; N's: s € S}, where h; is the region below h,.

We denote the set of objects stored at a node v (either an internal node or a leaf) by S(v). The
size of a BSP tree is the total size of the sets S(v) over all nodes v of the BSP tree. In other words,
the size of a BSP tree is the total number of object fragments that are generated. If the BSP
does not contain useless splitting lines—lines that split off an empty subspace—then the number
of nodes of the tree is at most linear in the size of the BSP tree.

Binary space partitions have been used for a large number of purposes in computer graphics:
they are used for hidden surface removal with the painter’s algorithm [74], for shadow genera-
tion [52], for set operations on polyhedra [109, 140], and for visibility preprocessing for interactive
walkthroughs [139].

The efficiency of algorithms based on BSPs depends crucially on the size of the BSP. Hence,
when constructing a BSP of a given scene, one should choose the splitting hyperplanes carefully,
so that the fragmentation of the objects is kept small. Paterson and Yao [117, 118] gave good
strategies for choosing the splitting hyperplanes and proved bounds on the worst-case size of the
resulting BSPs. Next we discuss their results.

BSP trees in the plane. First, let’s consider the planar problem where the set .S of objects
consists of n line segments. This situation arises when one wants to construct a BSP for the walls
in the floor plan of a building. Paterson and Yao describe two methods for this case.

Figure 12: A BSP created with the trapezoid method.

The first method is deterministic. It is actually the same as the trapezoid method for planar
point location [122]. It works as follows. The subspaces created by the algorithm will always be
trapezoids; two of the edges of the trapezoids will be horizontal. The trapezoids can be unbounded
on one or more sides, and they can degenerate into triangles. The initial trapezoid is simply the
whole plane; thus it is a trapezoid that is unbounded on all four sides. Trapezoids are split
according to the following rules.
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o If there is only one segment left inside the trapezoid then nothing is done: the trapezoid will
be a cell in the final BSP.

e If there is more than one segment inside the trapezoid and there is a segment s that com-
pletely crosses it—that is, a segment that intersects the trapezoid without having an endpoint
in its interior-—then the trapezoid is split using the segment s. (In case there are more such
segments, an arbitrary one can be chosen.) Such a split is called a free split.

e If neither of the first two cases occurs, then the trapezoid is split with a horizontal line.
This line is chosen such that the number of segment endpoints above it and the number of
segment endpoints below it are at most half the total number of segment endpoints in the
trapezoid.

Fig. 12 gives an example of a BSP produced with this method. One can prove that this approach
produces a BSP tree of size O(n). Furthermore, the construction can be done in O(nlogn)
time [122, 117].

The second method uses auto-partitions. These are partitions
where every splitting line contains one of the input segments, as
in Fig. 13. In the first method this is obviously not the case, be-
cause the horizontal splitting lines do not contain input segments.
Paterson and Yao create an auto-partition by simply adding the
splitting lines through the input segments in random order. More
precisely, at each step in the algorithm they pick a random seg-
ment s that has not been selected before, and they split all the
cells that are intersected by this segment with the line through s.
(For cells where s is the only segment left, the splitting is not
necessary.) One can prove that the expected size of the resulting
BSP is O(nlogn). Paterson and Yao also showed that this ran-
Figure 13: An auto-partition. domized method can be made deterministic, and they show that
the construction can be done in O(n?) time in the worst case.

Paterson and Yao also studied the special case of line segments that are axis-parallel, that is,
segments that are either parallel to the z-axis or parallel to the y-axis. For this case they were
able to give a partitioning strategy that is guaranteed to produce a BSP of linear size. D’Amore
and Franciosa [7] get the same result, with a slightly better constant. Another special case where
a linear size BSP can always be constructed is when the longest segment is only a constant times
longer than the shortest one [20]. It is still open whether any set of segments in the plane admits
a linear size BSP; the best known bound is still the O(nlogn) bound by Paterson and Yao.

BSP trees in three-dimensional space. Paterson and Yao also studied BSPs for sets of
planar faces in three-dimensional space. Let S be a set of n triangles in R® with disjoint interiors.
The randomized approach that we described earlier for planar BSPs can easily be adapted for the
three-dimensional case: at each step, choose one of the not yet selected triangles at random, and
use the plane through this triangle as the next splitting plane. The expected size of the resulting
BSP is O(n?). As in the planar case, this randomized algorithm can be made deterministic.
This result is rather disappointing: a quadratic size BSP is too large to be useful in practice.
Unfortunately, this result is the best possible worst-case result, since there are sets of triangles for
which any BSP must have size Q(n?) [117]. For axis-parallel rectangles the situation is slightly
better: in this case it is always possible to construct a BSP of size O(ny/n). Again, this result is
the best possible [118].

The lower bound constructions for both the case of triangles and the case of rectangles are very
artificial. Hence, one would hope that better results are possible in practical situations. Section 7
discusses this issue further.
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4.2 Meshing algorithms

Meshing (subdividing a domain into smaller, simpler pieces) is the first step in many computational
problems that are too complex to be tackled directly. A well known example is solving partial
differential equations over a domain; solving the PDE analytically is infeasible in most cases, so
one usually confines oneself to finite element methods. The first step in finite element methods is
to compute a mesh of the given domain.

Fig. 14 shows an example of a two-dimensional mesh; the
domain is a printed circuit board, and the mesh-elements are
quadrilaterals. (The mesh from this example was used in
simulations to test if the the board doesn’t emit too much
radiance.) An example in computer graphics where meshing
plays an important role is radiosity: here the first step is to
subdivide the patches in the scene into smaller elements. In
the past few years there have been a number of papers in
computational geometry dealing with the meshing problem.
Bern and Eppstein [27] give an extensive overview of this
area. We shall briefly describe a few of the results.

One can distinguish structured and unstructured meshes.
Structured meshes are usually (deformed) grids; unstruc-
tured meshes are often triangulations. We shall restrict our
discussion to unstructured grids. Furthermore, we mainly
concentrate on the case where the domain to be meshed is
two-dimensional and polygonal. For most applications it is important that the mesh be conform-
ing, which means that there is no vertex of one triangle lying in the interior of an edge of another
triangle. In other words, T-vertices are not allowed in the mesh. (Sometimes the term ‘consistent’
is used instead of ‘conforming’.) The vertices of the triangles in the mesh can either be vertices of
the domain, or they can be vertices added by the meshing algorithm. The latter type of vertices
is called Steiner vertices. Steiner vertices are needed because one usually wants the mesh to meet
one or both of the following criteria:

Figure 14: A quadrilateral mesh
for a printed circuit board.

o There should be no small angles, that is, every angle of every triangle in the mesh should be
at least some fixed (not too small) constant . This constant should not be larger than the
smallest angle of the input domain, because we cannot avoid the input angles in the mesh.

o There should be no obtuse angles, that is, no angles larger than 90°.

Often the goal is to minimize the number of mesh elements under the given conditions.

No small angles. Let’s first consider minimizing the number of triangles in the mesh under
the condition that there be no small angles. The number of triangles that we need to mesh a
polygonal domain under this condition does not only depend on the number of vertices of the
domain; it also depends on the shape of the domain. To see this we introduce a parameter that is
closely related to the minimum angle of a triangle, namely the aspect ratio of the triangle. This
is the ratio of the length of the longest side of the triangle to the height of the triangle, where
the height of a triangle is the Euclidean distance of the longest edge to its opposite vertex. If the
smallest angle of a triangle is § then the aspect ratio is between 1/siné and 2/ sinf. Now consider
a rectangular domain whose shorter sides have length 1 and whose longer sides have length A.
Suppose we require that the minimum angle be, say, 30°. This implies that the aspect ratio of
any triangle in the mesh must be less than or equal to 2/sin 30 = 4. Furthermore, the height of
any triangle in the domain is at most one. Hence, the area of any triangle is O(1). Because the
total area of the rectangular domain is A, this implies that we need at least Q(A) triangles in the
mesh. Bern et al. [29] describe a method based on quad trees that produces an asymptotically
optimal number of triangles.
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Minimizing the number of triangles is not always the goal of meshing algorithms. It can also be
important to be able to control the mesh density, so that one can have a dense mesh in interesting
areas and a coarse mesh in uninteresting areas. This is the setting studied by Chew [51]. He
describes a meshing algorithm that allows the user to define a function that determines whether
a triangle of the mesh is fine enough. The angles of the triangles produced by his algorithm are
between 30° and 120°. Another nice aspect of his work is that the algorithm not only deals with
planar regions, but also with regions on surface patches.

No obtuse angles. If the only requirement is that the triangles in the mesh are non-obtuse
then it turns out to be possible to construct a mesh for a given polygonal domain whose number
of triangles only depends on the number of vertices of the domain. More precisely, Bern and
Eppstein [28] have shown that for any polygonal domain with n vertices there is a mesh consisting
of O(n?) non-obtuse triangles. Quite recently, Bern et al. [30] improved this bound to O(n).

No small and no obtuse angles. If we want both criteria to be satisfied, then the number of
triangles that we need again depends on the shape of the domain. Melissaratos and Souvaine [101]
extended the approach of Bern et al. [29] for computing a mesh without small angles so that it
also avoids obtuse triangles. The number of triangles in the mesh is still at most a constant factor
from optimal.

4.3 Triangulating simple polygons and polyhedra

Perhaps the best known decomposition problem is polygon triangulation: partition a simple poly-
gon in the plane into triangles—see Fig. 15.

The vertices of the triangles in the triangulation should be vertices
of the original polygon. This is the major difference with mesh-
ing, where it is allowed to add Steiner vertices. It is not difficult
to show that a triangulation of a simple polygon always exists.
It has been known for a long time that an n-vertex simple poly-
gon can be triangulated in O(nlogn) time [75]. Tarjan and Van
Wyk [137] improved this to O(n loglogn), which was subsequently
improved by Clarkson et al. [56] to O(nlog* n) with a randomized
Figure 15: A triangulation of algorithm. (Here log* n is the iterated logarithm, a very slowly
a simple polygon. growing function [59].) It was one of the major challenges in com-
putational geometry to develop a linear time triangulation algo-
rithm. Chazelle [36] managed to do this. His algorithm is quite complicated, so although it runs
in linear time it is not very useful in practice. Seidel [130] presented a very simple randomized
algorithm whose running time is O(nlog* n).

In the three-dimensional version of the triangulation problem we are given a simple polyhedron
that must be decomposed into tetrahedra. Again, one is only allowed to use the vertices of the
polyhedron as vertices of the tetrahedra. Unlike planar polygons, simple polyhedra cannot always
be decomposed without adding Steiner vertices: there are polyhedra that require extra vertices
to obtain a decomposition into tetrahedra. Ruppert and Seidel [125] have shown that it is NP-
complete to decide if a polyhedron can be tetrahedralized without Steiner points.

5 Robustness in geometric computations

The model of computation usually adopted in computational geometry is that of a RAM (random
access machine) with real arithmetic. Unfortunately, real arithmetic is not available on real ma-
chines. Another problem that arises when implementing geometric algorithms from the literature
is that degenerate cases are often omitted from the descriptions. In this section we discuss some
of the research that has been done to deal with these problems.
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Dealing with finite precision. Most papers in computational geometry assume that computa-
tions with real number can be performed exactly and at unit cost. Time bounds for and correctness
of the algorithms are proved under this assumption. Implementing the algorithms using floating
point arithmetic is thus problematic: round-off errors can cause the program to produce the wrong
output or even to crash.

Many basic geometric decisions (such as deciding whether a point lies on a line, or whether a
point lies inside the circle defined by three other points) boil down to the evaluation of the sign
of a certain determinant. A possible way to deal with the inexactness in floating point arithmetic
when evaluating the sign of a determinant is to choose a small threshold value € and to say that
the determinant is zero when the outcome of the floating point computation is less than e. When
implemented naively, this can lead to inconsistencies (for instance, for three points a, b, ¢ we may
decide that a = b and b = c but a # ¢) that cause the program to fail. Guibas et al. {79] showed
that combining such an approach with interval arithmetic and backwards error analysis can give
robust algorithms. Another option is to use ezact arithmetic. Here one computes as many bits of
the determinant as are needed to determine its sign. This will slow down the computation, but
techniques have been developed to keep the performance penalty relatively small [73, 143]. Besides
these general approaches, there have been a number papers dealing with robust computation in
specific problems [10, 13, 34, 60, 71, 72, 84, 102].

Dealing with degeneracies. Most algorithms described in the computational geometry liter-
ature make the assumption that the input is in general position. For example, for computing the
intersections in a set of line segments it is often assumed that no three segments meet in a common
point, that no two endpoints have the same z-coordinate, etc. This assumption is usually accom-
panied by the statement that “the algorithm can be modified so that it also works in degenerate
situations”. Although this might be true, it is not very helpful when one wants to implement the
algorithm.

One way to deal with this problem, is symbolic perturbation. In this technique, introduced by
Edelsbrunner and Miicke [68] and later refined by Yap [142] and Emiris and Canny [69, 70], the
input is perturbed slightly so that degeneracies disappear. Suppose that the input consists of n
points in R?. Let p; = (pi1,Pi2,---,Pi,qa) be the i-th input point. Symbolic perturbation replaces
each input point p; by a point p; lying very close to p;. For example, the scheme of Emiris and
Canny replaces the point p; by p; = (i1 +¢€-4,pi2 +€-4%,...,pia+e- i%), where ¢ is a positive
infinitesimal. The perturbation is done symbolically. Thus one does not substitute a very small
value for ¢, but one computes with ¢ in a symbolic way. Formally, ¢ is an extension of the reals,
larger than zero but smaller than any positive real number. Because ]' # i3? unless i; = iz and
J1 = Jj2, the perturbation of any two coordinates is different. It can be shown that this and the
fact that € is an infinitesimal imply that no two perturbed points are on a common vertical line,
no three points are collinear, etc.

Symbolic perturbation is a very elegant method. Its power lies in the fact that degeneracies are
taken care of by a separate subroutine, which can be used by a variety of geometric algorithms.
Unfortunately, symbolic perturbation also has some of drawbacks. An obvious drawback is in
the performance: the use of a symbolic perturbation library slows down the algorithm. Another
drawback arises when the ‘perturbed result’ (that is, the result of the algorithm run on the
perturbed points f;) is not good enough. If this is the case one needs to recover the ‘unperturbed
result’ from the ‘perturbed result’ in a postprocessing step. This can be non-trivial and time-
consuming. These drawbacks led Burnikel et al. [33] to the claim that it is both simpler (in terms of
programming effort) and more efficient (in terms of running time) to deal directly with degenerate
inputs. They support their claim by two case studies, one for the line segment intersection problem
and one for the convex hull problem.
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6 Graphics-related problems

Geometric problems arising in computer graphics have always been popular in computational ge-
ometry. Because of the nature of computational geometry, these problems are studied in an object
space setting. In recent years there has been a number of interesting results and developments
in this area. We already saw some of them in previous sections, for example when BSP trees
were discussed. In this section we discuss a number of other graphics-related problems that have
been studied. The book by de Berg [18] contains an extensive treatment of many of the problems
discussed in this section.

6.1 Hidden surface removal

Hidden surface removal is one of the basic steps required to render a three-dimensional scene. There
are two fundamentally different types of algorithms for hidden surface removal [136]: image-space
algorithms and object-space algorithms. Image-space methods calculate for each pixel in the image
which object is visible. Object-space algorithms, on the other hand, compute for each input object
which parts are visible. Almost all current graphics systems use the Z-buffer algorithm for hidden
surface removal. This image-space algorithm is very simple and, hence, very fast. Nevertheless,
object-space hidden surface removal offers a number of advantages. In recent years a number
of new object-space hidden surface removal algorithms have been developed in computational
geometry. Dorward [64] gives a nice survey of most of the results.

Output-sensitive hidden surface removal. Let S be a set of objects in R?, let pyiew be the
viewpoint, and let h be the view plane. We assume that the objects are polyhedral and non-
intersecting. The projections of the visible portions of the objects in S onto h define a planar
subdivision, called the wvisibility map. Each face in this subdivision corresponds to a maximal
connected region where one object is visible, or none of the objects is visible. Object-space
algorithms compute a combinatorial description of the map: they explicitly compute the vertices,
edges, and faces of the map, and they label each face with the corresponding visible object. Note
that the combinatorial complezity of the visibility map can range from constant (if there is one
large polygon obscuring all the others) to quadratic (if the input consists of n long and thin
triangles that are arranged in a grid-like pattern).

Every vertex of the visibility map is either a projected vertex of one of the input polyhedra,
or the intersection of two projected edges. Many of the early hidden surface removal algorithms
compute the visibility map as follows: they project the edges of the input polyhedra, compute
all intersections among the projected edges, and determine which intersection points and pieces
of projected edges are visible [76, 96, 111, 128]. These algorithms spend time to compute every
intersection between two projected edges. Ideally, one would like to spend time only on the inter-
sections that are visible. In other words, one would like to have an algorithm whose running time
not only depends on n, the total number of vertices in the input, but also on k, the combinatorial
complexity of the visibility map. Such algorithms are called output-sensitive. Most of the recent
work in computational geometry has focussed on output-sensitive algorithms.

The first output-sensitive algorithm was described by Giiting and Ottmann [80]. It roughly
works as follows. The polygons are treated one by one, in order of increasing distance to the
viewpoint. Hence, when a new polygon is processed, all the others that can hide it already have
been treated. The algorithm maintains the union of their projections onto the viewing plane. The
part of the new polygon that is visible is exactly the part whose projection lies outside the current
union. So what is needed is a suitable data structure for storing the union, which allows to quickly
compute the part of a query polygon outside the current union. Giiting and Ottmann presented
such a data structure for the case of window rendering, where the input polygons are rectangles
parallel to the view plane. (Actually, their solution is more general: it can handle polygons parallel
to the view plane whose edges have only a limited number of different orientations.) This way
they were able to solve the window rendering problem in O((n + k)log®n) time. This result was
later improved to O((n + k)logn) by various authors [18, 22, 25, 77].
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Another special case where the union maintenance approach is successful is for polyhedral
terrains [123, 124]. However, the fastest algorithm for terrains, presented by Katz et al. [86], uses
a different method. This algorithm runs in time O((na(n) + k) log n), where a(n) is the extremely
slowly growing functional inverse of Ackermann’s function. It can also be used in some other
special cases.

The strategy of maintaining the union has also been used for the
general problem, where the edges of the polygons have arbitrary
orientations. There is one major problem with the approach: the
polygons must be processed in order of increasing distance to the
viewpoint. This means that a depth order on the polygons is needed.
Such an order is difficult to compute and, which is worse, it does not
always exist: even in the simple case of axis-parallel blocks there can
be cyclic overlap, as in Fig. 16. The main challenge was to develop
an output-sensitive algorithm that could deal with cyclic overlap.
De Berg and Overmars [22, 23] presented such an algorithm for the
case of axis-parallel polygons. Later de Berg et al. [21] extended the
technique to arbitrary polyhedra. The algorithm uses map tracing, an approach first suggested by
Overmars and Sharir [115].

The basic idea is as follows. Suppose we know that the intersection of two projected edges e
and €' is visible. In other words, we know a vertex v of the visibility map. Starting from this vertex
we search for the other vertices of the visibility map that are adjacent to it. Thus we follow the
visible portions of e (and €'}, starting from their intersection, until we reach a new vertex of the
visibility map. Such a vertex is either the projection of an endpoint of e, or it is the intersection
of the projection of e with the projection of a third edge e¢”. However, not all such intersections
are visible—see Fig. 17. Hence, one needs a way to skip invisible intersections. De Berg and

Figure 16: Blocks with
cyclic overlap.

Figure 17: Map tracing,.

Overmars showed how to store the polygons into a data structure such that the next vertex of the
visibility map can be found efficiently, while skipping invisible intersections. Their approach leads
to an O(n'*v/k) time algorithm for hidden surface removal in a set of non-intersecting triangles.
Here ¢ is a positive constant that can be made arbitrarily small (at the cost of increasing the
constant factor hidden in the O-notation). Notice that the running time of the algorithm is close
to linear when % is constant, while it is close to quadratic when k is quadratic. Later Agarwal
and Matousek [3] improved this to O(n'+¢ + n?/3+k2/3), This is the best time bound known so
far for the output-sensitive hidden surface removal for a set of triangles. A detailed description of
the algorithm and an extension to intersecting polyhedra is given by de Berg [18§].

Mulmuley [105] presents a randomized hidden surface removal algorithm. His algorithm is not
output-sensitive, because it also spends time on some invisible intersections. The probability that
one spends time on an invisible intersection decreases with the number of objects hiding it from
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the viewpoint. For this reason the algorithm is sometimes called quasi output-sensitive.

Variants of the hidden surface removal problem. A number of papers deal with dynamic
variants of the hidden surface removal problem. Some of them consider the situation where
objects can be inserted into or deleted from the scene [15, 18, 25, 49]. Other papers study changing
viewpoints [26, 89, 107, 121]. Another interesting variant is generalized hidden surface removal [17):
given a set of objects, a viewpoint, and a (point) light source, compute which parts of the objects
are visible, subdivided into portions that are lit and portions that are in shadow.

Depth sorting. A possible approach to hidden surface removal is to sort the objects in the
scene from back to front (with respect to the viewpoint) and then display the objects in that
order {110]. This algorithm is called the painter’s algorithm and the order that is needed is called
a depth order. Depth orders are not only useful for the painter’s algorithm, they are also needed
in some of the output-sensitive algorithms discussed above. There we saw that a depth order does
not always exist, because there can be cyclic overlap—see Fig. 16. In such cases the objects should
be cut into pieces for which a depth order exists; a possible way to do this is by constructing a
BSP on the set of objects. Using BSP trees one can in fact easily obtain a depth order for any
viewpoint.

Figure 18: A piece of DNA.

There has been a number of papers dealing with the computation of depth orders, both in
the plane and in three-dimensional space. De Berg [18] surveys most of this work. We restrict
ourselves here to one recent result by Halperin and Overmars [82].

Halperin and Overmars study the rendering of molecular models in the hard sphere model. In
this model the atoms are represented by spheres, and atoms with a common binding interpenetrate
each other slightly—see Fig. 18. They show how to cut the spheres into O(n) pieces for which a
depth order exists. Their algorithm for computing the pieces and a depth order on them runs in
O(nlogn) time. Experiments show that the algorithm is quite fast is practice and that it produces
very nice results.

6.2 Ray tracing

The basic operation used in ray tracing is to determine the first object hit by a query ray. Since
this operation is performed millions of times by a ray tracer, it is advantageous to preprocess
the objects into a data structure such that these basic operations, or ray shooting queries, can be
performed very efficiently. An octree [127] is an example of such a data structure. Although octrees
perform well in many practical situations, their worst-case behavior can be quite bad. People in
computational geometry have developed data structures that are guaranteed to have a good query
time in all situations. Initially, these data structures were mostly for planar versions of the ray
shooting problem [1, 12, 41, 50, 83]. The introduction of Pliicker coordinates to computational
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geometry by Chazelle et al. [42] and the development of multi-level partition trees (see Section 3)
opened the way to tackle the three-dimensional problem. For the general problem, where the
objects are arbitrary triangles in three-dimensional space, it appears to be quite hard to get a
good worst-case query time. The best known structures achieve O(logn) query time at the cost
of O(n**¢) storage [2, 5, 21, 120]. This amount of storage makes these data structures useless in
practical situations. If one wants to use only roughly linear space, then the fastest worst-case query
time that has been achieved is O(n3/) [4]. Better solutions have been obtained for several special
cases, such as axis-parallel polyhedra and polyhedral terrains [18, 42, 119]. There are reasons
to believe that these results are close to to optimal. This is rather discouraging; apparently one
cannot hope to design data structures for the ray shooting problem whose worst-case performance
is acceptable in practical situations. This has led Mitchell et al. [103] to develop an octree-like data
structure whose worst-case query time can be bad, but which performs good under a different,
more practical complexity measure—see Section 7.

6.3 Discrepancy

For many computational problems in computer graphics a closed form solution is not available or
extremely expensive to compute. In such cases statistical sampling methods can often be used to
compute an approximate solution of the problem.

Consider as an example the rendering of a three-dimensional scene using ray tracing. The
intensity of a pixel on the screen should correspond to the amount of light that is ‘visible’ in the
finite area of that pixel. More precisely, one should integrate the intensity function over the pixel
area. This integral is difficult to compute exactly, so in distributed ray tracing [58] the intensity
of a pixel is approximated by sampling the intensity at a finite number of points.

The quality of an approximation based on sampling depends
on the distribution of the sample points. In distributed ray
tracing, for example, shooting rays through points that are
all very close to one corner of a pixel usually leads to a bad
approximation. At first glance it may seem that uniform
sample patterns—that is, grid-like patterns—will perform
fine. Unfortunately, uniform patterns can lead to aliasing,
and artifacts such as Moiré patterns can result. Nonuniform
sampling methods are therefore to be preferred in most ap-
plications. It is clear that not all nonuniform sample pat-
terns perform equally well, so the question arises of what
Figure 19: The polygon covers constitutes a good pattern and how to find such a pattern.
about 20% of the pixel, so we want a One way of doing this is to use variance-reducing techniques
sample such that 20% of the points from statistical sampling theory [85, 88]. Other methods
is within the polygon. use techniques from image sampling theory [57, 63]. A
third measure for the quality of sampling patterns is dis-

crepancy [14].

Suppose that a pixel is partially covered by a polygon, as in Fig. 19. When we sample this
pixel we would like the fraction of the pixel area covered by the polygon to be the same as the
fraction of the sample points inside the polygon. The concept of discrepancy captures this type
of quality measure.

Let U = [0: 1] x [0 : 1] be the unit square in the plane, and let S = {p;,...,p,} be a set of
n points inside the unit square. Let F be a family of objects in the plane. For an object 0 € F
we define p(0), the continuous measure of o, to be the measure—that is, the area—of oNU. We
define us(o), the discrete measure of o with respect to S, as |SNo|/|S|. Here || is used to denote
the cardinality of a set. Thus the continuous measure of o is the fraction of U that is covered
by o, and the discrete measure of o is the fraction of the points in S that are contained in 0. The
discrepancy Ag(o) of o with respect to S is given by

As(0) := |u(0) = us(o)l-
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Finally, the discrepancy Ax(S) of the point set S with respect to the family F is the maximum
discrepancy of any object in F:
Ax(S) := sup Ag(0).
o€EF

Discrepancy was introduced to computer graphics by Shirley [134]. His experiments show that
samples with low discrepancy indeed perform well in distributed ray tracing. The discrepancy that
he used is the quadrant discrepancy, where the family F consists of all axis-parallel quadrants or,
equivalently, of all axis-parallel rectangles having at least one corner coincident with a corner of U.
Fig. 19 suggests that the set of all quadrants may not be the best choice for the set F. Hence,
Dobkin and Mitchell [62] propose to use half-plane discrepancy, where F consists of all possible
half-planes.

A number of papers in computational geometry deal with the computation of the discrepancy
of a given point set with respect to a some family F. Dobkin and Mitchell {62] describe such an
algorithm for the family of half-planes. Their algorithm computes the half-plane discrepancy of a
set of n points in O(n?) time. They used their algorithm to compute the half-plane discrepancy
of several popular sampling patterns (Zaremba, jittered, dart-throwing, and others). Chazelle [39]
gives a fast approximation algorithm to compute the discrepancy. Dobkin and Eppstein [61] showed
how to compute quadrant discrepancy in the plane in O(n log2 n) time. They also obtained results
on higher-dimensional versions of the problem. De Berg [16] shows how to compute the discrepancy
with respect to the family of strips.

A possible heuristic to find low-discrepancy point sets is to iteratively add random points.
Dobkin and Mitchell study the following variant of this process: at each iteration a small set of
random points is generated, and the point whose addition results in the lowest discrepancy is
added to the current set. This way they were able to construct sets with a very small discrepancy.
One can compute the discrepancy of each of the sample sets in such an iterative procedure from
scratch, but it would be nice if one could speed up the computation by using that the sample
sets are almost identical. These considerations led Dobkin and Eppstein to study the dynamic
version of the discrepancy problem. They show that the half-plane discrepancy can be updated in
O(nlog? n) time after an insertion or deletion of a point in S. This is considerably faster than the
O(n?) time that is needed when the discrepancy has to be computed from scratch. De Berg [16]
improved the update time to O(nlogn).

7 Towards a practical theory

In the past years computational geometry has made tremendous progress. Almost all major
problems in planar geometry have been solved (almost) optimally, and also in higher dimensions
the tools have been developed to tackle most problems. There is now a solid theoretical foundation
for the design and the analysis of geometric algorithms. The question is now: what next? Of
course, there will always be theoretical open problems left, and it is important that people work
on these problems. But we feel that it is more important to try and turn the ideas and techniques
from computational geometry into solutions that are not only good in theory, but also in practice.
In this section we discuss some of the ongoing (and hopefully future) research that may help to
achieve this goal.

7.1 Realistic models

Many of the problems that are studied in computational geometry come from other areas, such
as computer graphics. These problems are studied in an abstract setting. There are two dangers
in the abstraction process. The first, well known danger is that not all aspects of the problem are
modelled; thus the abstract version is a simplified version of the real problem. This sometimes
makes that the solution to the abstract version of the problem is not applicable in practice. Most
people are well aware of this problem, and they try to get rid of unrealistic assumptions as much
as possible. The second danger is that the abstract version of the problem is too general, so that
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useful properties of are lost. As a result, the algorithms have to be prepared for very complicated,
hypothetical inputs. Actually, the situation is even worse: because one is usually interested in the
worst-case performance, the algorithms are geared to these unrealistic inputs. Thus they become
needlessly complicated and slow.

Consider as an example the construction of a BSP tree for a set of disjoint triangles in R3. In
Section 4.1 we saw that it is always possible to construct a BSP of size O(n?). Moreover, there are
sets of triangles for which any BSP must have quadratic size, so the O(n?) upper bound is the best
we can hope for in the worst case. The lower bound example, however, is very artificial: it consists
of n lines that are arranged in a very special, grid-like fashion. Hence, it does not say anything
about what can be achieved in practice. Perhaps realistic scenes have some special property that
makes it always possible to construct a BSP of linear size. Indeed, de Berg [19] has shown that
under some weak conditions on the input it is always possible to construct a linear size BSP. In
fact, the method works for general scenes, but the size of the resulting BSP depends on a certain
parameter. If this parameter is constant—and it is claimed that this is the case in most practical
applications—then the BSP has linear size.

Another example comes from ray tracing. We saw in Section 6 that ray shooting data structures
have been developed that have roughly O(n3/ 4) query time and use roughly linear storage. It is
believed that this is theoretically close to optimal. But octrees, for instance, have been observed to
behave much better in most practical situations. Apparently ray shooting queries are in practice
not as difficult as they are in theory. Mitchell et al. [103] therefore defined a new complexity
measure for ray shooting queries, the simple cover complezity. This measure reflects the difficulty
of a given query: query rays that miss many small objects by just a small distance have a high
simple cover complexity, whereas rays that stay for away from most objects have a low simple
cover complexity. Mitchell et al. present a data structure whose query time depends on the simple
cover complexity of the query ray, so that ‘easy’ queries are answered quickly. The expectation is
that in a practical situation most rays have low simple cover complexity.

These two examples point in a promising research direction, where problems are studied under
realistic assumptions, and algorithms analyzed using different, more practical complexity mea-
sures. This type of research can lead to algorithms and data structures that are provably efficient
in realistic situations. Hence, the research is interesting from a theoretical as well as from a prac-
tical point of view. The crucial factor in this approach lies in the characterization of realistic
inputs. Finding the right characterization, which is a key factor in understanding why certain
approaches will or will not work in practice, is a topic for (experimental) research in itself. Of
course, the characterization may depend on the application domain: architectural models have
different properties than molecular models, for instance.

7.2 Experimental research

The final answer to the question if an algorithm is useful in practice can only be given after
experimental research. Hence, algorithms should be implemented and tested to see how they
behave in practical situations. Fortunately, many people in computational geometry feel the same
way and more implementations are becoming available. This is reflected in the ACM Symposium
on Computational Geometry, the most important conference in the area: since two years there is a
video program with the symposium, and starting this year there will be short communications on
experiences with computational geometry techniques in application areas. The change in attitude
is also visible in the regular program: the number of papers in this year’s symposium reporting on
experimental research is much larger than five years ago. Examples of such papers are " Strategies
for Polyhedral Surface Decomposition: An Experimental Study” [40], ”How Good Are Convex Hull
Algorithms” [8], and ”A Comparison of Sequential Delaunay Triangulation Algorithms” [135].
One of the problems one faces when implementing an algorithm from computational geometry
is that there is no good software library of geometric algorithms. There is a library for combina-
torial computing, called LEDA [100], but this library concentrates on data structures and graph
algorithms; its geometric part is not very extensive. This means that one has to implement all the
basic routines—from convex hulls to low level routines such as the computation of the intersection
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point of two line segments—oneself. Hopefully this situation will change in the very near future:
a group of seven computational geometry sites in Europe (Berlin, Linz, Saarbriicken, Sophia-
Antipolis, Tel-Aviv, Utrecht, and Ziirich) has just started to develop such a library. The library,
which will be called CGAL, will contain large number of geometric routines and data types. For
many routines there will be an exact version as well as a version based on floating-point arithmetic.

8 Conclusions

Computational geometry has now reached an important point: many of the open problems have
been (almost) solved, and standard techniques are available for a variety of problems. This report
describes several of these results and techniques, emphasizing the results relevant to computer
graphics. Of course there still remain a number of theoretical challenges. The challenges from
practice, however, are at least as big, and more important: the time has come to turn the ideas
and methods developed in computational geometry into solutions that are not only efficient in
theory, but also in practice. For some problems this has already been done; I hope and expect
that many others will follow.
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